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ABSTRACT

Specular highlight detection is a challenging problem, and hasmany

applications such as shiny object detection and light source esti-

mation. Although various highlight detection methods have been

proposed, they fail to disambiguate bright material surfaces from

highlights, and cannot handle non-white-balanced images. More-

over, at present, there is still no benchmark dataset for highlight

detection. In this paper, we present a large-scale real-world high-

light dataset containing a rich variety of material categories, with

diverse highlight shapes and appearances, in which each image is

with an annotated ground-truth mask. Based on the dataset, we

develop a deep learning-based specular highlight detection network

(SHDNet) leveraging multi-scale context contrasted features to ac-

curately detect specular highlights of varying scales. In addition, we

design a binary cross-entropy (BCE) loss and an intersection-over-

union edge (IoUE) loss for our network. Compared with existing

highlight detection methods, our method can accurately detect

highlights of different sizes, while effectively excluding the non-

highlight regions, such as bright materials, non-specular as well as

colored lighting, and even light sources.

CCS CONCEPTS

• Computing methodologies→ Interest point and salient re-

gion detections.
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(a) Input (c) Zhang et al. [50]

(b) Li et al. [26] (d) Ours

Figure 1: Comparison with state-of-the-art highlight detec-

tion methods on an example image with very bright texts

and materials.

1 INTRODUCTION

Specular highlight 1 as a common phenomenon in the real world

usually appears as bright spot on shiny objects when illuminated.

Thus, it has a great effect on the appearance of objects, and con-

stitutes an unignorable double-edged sword. On the one hand, the

presence of specular highlights degrades the performance of some

tasks, such as intrinsic image decomposition [5, 7], general object

detection, clustering, and recoloring [4]. But on the other hand,

it also enhances the performance of other tasks, such as specu-

lar highlight removal [17, 39], glossy object recognition [33, 35],

depth estimation [40], face recognition [50], highlight manipulation

[37], and light source estimation [47]. Therefore, specular highlight

detection has long been a fundamental problem. A high-quality

highlight detection method would significantly benefit the above

tasks and even more applications.

1The three terms specular highlight, highlight, and specularity are equivalent in our
paper, except stated definitely.
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Nearly all existing detection methods are based on the vari-

ous forms of thresholding operations [26, 32, 35, 36, 41], which

are built upon a strict premise that the illumination is white, and

treat the brightest pixels as highlights. However, it is probably

invalid for real-world images with very bright material surfaces,

and non-specular lighting (e.g., interreflection and overexposure)

whose intensities could be greater than highlights. Essentially, ex-

isting traditional methods do not semantically disambiguate all-

white and/or nearly-white materials from highlights in complex

real-world scenes, and not accurately locate desired highlights. As

shown in Figure 1, two recent state-of-the-art methods [26, 50]

fail to produce satisfactory results, particularly where many white

texts are undesirably copied to the highlight maps. In addition,

existing methods are unable to handle non-white-balanced image,

since they often depend on an even strong premise that the illu-

mination is white. What’s more, at present, there is still no public

large real-world benchmark dataset to evaluate the performance

of highlight detection algorithms. This limits the development of

highlight detection techniques and even related techniques such as

highlight removal.

In this work, we present a large-scale dataset for the first time

to promote specular highlight detection for real-world images. Our

dataset includes 4,310 images featuring a wide variety of scenes and

materials, each with a labeled ground truth highlight mask. It also

contains almost all everyday shiny materials, such as metal, plastic,

glass, and wood, on which specular highlights often appear. To the

best of our knowledge, it is the first large-scale real-world dataset

for specular highlight detection task. Thus, it would promote a

fair comparison of performance for existing highlight detection

methods, and even benefit to evaluate other tasks such as highlight

removal and light source estimation. Figure 2 shows several example

image pairs in our dataset.

Based on our dataset, we have also designed a deep learning-

based specular highlight detection method. We observe that specu-

lar highlights usually drastically change the appearance of objects in

the scene, which makes it stand out from its surroundings. However,

this change includes both low-level color variations and high-level

semantics. So we leverage the context contrasted information for

specular highlight detection. We note that this kind of informa-

tion has been successfully exploited in semantic segmentation [13]

and saliency detection [52]. Also, we use a binary cross-entropy

(BCE) loss and an intersection-over-union edge (IoUE) loss for our

network to help more accurately locate highlights. In addition, to

increase the generalization ability and robustness of our method to

non-white-balanced images, we further perform the data augmen-

tation to produce more training images with colored illumination.

To sum up, our main contributions are:

• We present a first large-scale specularity dataset with specu-

lar highlight annotations.

• We develop a deep learning-based method leveraging multi-

scale context contrasted features, equipped with a BCE loss

and an IoUE loss, to accurately detect specularities.

• We evaluate our method and state-of-the-art detection meth-

ods on our dataset and many challenging images in the wild

from the Internet, and show the superior performance of our

method both quantitatively and qualitatively.

2 RELATED WORK

In this section, we briefly review state-of-the-art specular highlight

detection methods, and salient object detection, shadow detection

as well as semantic segmentation from other relevant fields.

Specular highlight detection. Early researchers proposed var-

ious algorithms [9, 31] for specular highlight detection and com-

pensation, since camera saturation caused by specular highlight

interferes with existing image processing algorithms that use deci-

sion threshold [36]. Subsequently, researchers have proposed more

specular highlight detection algorithms [2, 24, 25], based on the con-

cept of łwell-definednessž of mappings between the chromaticity

spaces corresponding to the images taken under different illumi-

nations. Later, Park et al. [36] proposed a truncated least squares

method to the detection of specular highlights in color images.

Recently, several methods [26, 32, 34, 41] designed the algorithms

leveraging a thresholding scheme in RGB or HSV channels. Al-

though these methods are simple and fast, they are often sensitive

to the thresholding value. Tian et al.[42] proposed a real-time high-

light detection method based on an unnormalized version of the

Wiener Entropy. Zhang et al. [50] formulated specular highlight de-

tection as Non-negative Matrix Factorization (NMF) [20] based on

the fact that only a small portion of an image contains highlights.

Although existing highlight detection methods have achieved

remarkable progress, they fail to produce satisfactory results for

real-world images with very bright materials and non-specular

lighting. In comparison, we utilize modern deep learning tools to

achieve high-quality results by building a large-scale real-world

dataset.

Salient object detection. Its goal is to find the most visually

distinctive objects in an image. Recently, Li et al. [27] combined

a well-trained contour detection model with a saliency detection

model, with a contour-to-saliency transferring scheme. Qin et al.

[38] proposed a densely Encoder-Decoder network and a residual

refinement module for saliency prediction and saliency map refine-

ment respectively. Hou et al. [19] introduced a deeply supervised

method with short connections, making full use of multi-level and

multi-scale features. Zhu et al. [54] designed the guided non-local

block to utilize guidance information for saliency detection.

Shadow detection. It aims to detect shadows in the scene. Re-

cently, Hu et al. [21, 22] proposed a deep learning-based detection

method, making full use of direction-aware spatial context features.

Zheng et al. [51] proposed a distraction-aware detection method by

learning and integrating the semantics of visual distraction regions.

Zhu et al. [53] explored the global context in deep layer and local

context in shallow layers of a deep convolutional neural network to

build a bidirectional feature pyramid network for shadow detection.

Semantic segmentation. It aims at predicting pixel-level labels

of object categories for images. A pioneer work in semantic seg-

mentation is Fully Convolutional Network (FCN) [30]. To produce

high-quality semantic segmentation results, some researchers have

utilized various heavy backbones [12] or powerful modules to lever-

age multi-scale context information [11]. Recently, Lin et al. [28]

integrated the graph convolution network into neural architecture

search as a communication mechanism between independent cells.

Yang et al. [46] used a Fourier Transform for semantic segmentation.



Figure 2: Example highlight images and corresponding highlight masks in our dataset. Please zoom in to view more details.

Objects and shadows to be detected in a scene in the above three

tasks often appear to be a few connected large areas. In contrast,

specular highlights in a scene have various shapes, which can be

from tiny dots to very long areas across entire large objects. There-

fore, based on the special characteristics of highlights, we design a

high-performance deep learning-based network for highlight detec-

tion, for the first time in this field. Since the network needs many

labeled images for training, we also provide a large-scale real-world

specularity dataset.

Specularity datasets with annotated highlight masks. Al-

though there are many studies of specular highlight detection, in

general, most methods [15, 50] conduct just visual evaluation on

a few images selected by authors without annotated ground truth

highlight masks. It is far from the comprehensive quantitative eval-

uation of highlight detection algorithms on a large-scale benchmark

dataset. To the best of our knowledge, there is no public dataset

with specularity images and corresponding ground truth highlight

masks. We thus present such a dataset to enable systematic repro-

ducible research in this field.

3 OUR DATASET

In this section, we first describe the annotation pipeline in detail,

and then provide a comprehensive analysis of the dataset.

3.1 Building dataset

To build our dataset, we first downloaded various photos from the

Internet. Then, we filtered out undesired photos. Next, the recruited

workers annotated highlights for each photo. Finally, we checked

the quality of their annotated masks. Note for our annotation task,

we recruited 15 students from a college campus who are skilled at

Photoshop. In the following, we will describe these steps in detail.

Step 1: Collecting images. First, we downloaded a set of every-

day photos from the following sources: (1) photo-sharing websites,

such as Flickr; (2) shopping websites, such as Amazon; (3) image

search engines, such as Google Images and Bing Images. The pro-

portion of images in our initial set of photos collected from the

above three sources is about 5 : 4 : 1. As we all known, specular

highlights are often produced on the surfaces of shiny materials.

With this in mind, we totally downloaded 44,800 images from the

above websites by searching objects whose materials could be iron,

silver, snack, nail polish, book, paint, cobblestone, wine glass, and old

Figure 3: Three example situations in labeling. (a)(c)(e) Input

local patchs. (b)(d)(f) Labeled highlight masks of (a)(c)(e) us-

ing threshold,matting, and free select tools respectively.

wooden table etc. To facilitate later annotations and ensure the qual-

ity of the dataset, we initially pruned the image list disregarding

those images that are: (i) ≤ 0.5 megapixels, and (ii) ≥ 20MB in size

(to control our disk footprint). After this process, we have an image

set with about 38,163 images.

Step 2: Filtering images. Further, we excluded those images

that are: (i) unnatural-looking images, such as synthetic, distorted,

blurred, and noisy photos, and (ii) with very few even no obvious

highlights (i.e. the number of highlight regions is typically less than

three). For this task, each image was shown to five workers. We

found that the workers are very fast and reliable at this task. Then

the image list is finally reduced to 4,310 images.

Step 3: Data annotation. This task is to annotate specular high-

light regions to produce binary highlight masks, which is similar to

the salient object annotation task, the instance segmentation anno-

tation task. However, compared with salient objects and instances

in a scene, specular highlights have particularly different charac-

teristics, namely various sizes, possibly numerous quantity, fuzzy

contours, and even messy distribution. Therefore, the annotation

pipelines of their tasks could not be suitable for our task. Instead of

the LabelMe tool [43], we adopted the more powerful Photoshop

software with the versatile tools (free select, pencil, threshold, mat-

ting, smooth zoom, and undo/redo etc.) we need. These tools were

especially important to enable workers to quickly produce more

accurate masks even for small highlight regions. For this task, each

photo is annotated by a worker. The workers are shown several

examples of good and bad annotation example masks. Several exam-

ple images of annotated local patches (not the whole input photos)

in our dataset are presented in Figure 3.

Step 4: Voting for annotation quality.Wemade an additional

task where human subjects vote on the quality of each annotate

mask. Then we used these results to determine the quality of each



mask. We consider an annotated mask as high quality only if there

exists a certain amount of consensus. Five voters vote on the quality

of each highlight mask. To check the quality of annotation masks,

similar to [6], we use the CUBAM learning-based algorithm [45]

which uses a model of noisy user behavior for binary tasks (in our

case, voting for the quality of annotated highlight mask) to extract

better results. This method partly models the bias of each worker

based on how often they are in agreement with other ones. Then

we ran CUBAM on the resulting votes, and discard highlight mask

with a CUBAM score below a given threshold. Afterward, we se-

lected some bad highlight mask examples in those discarded masks

to show the workers so that they can avoid similar problematic

annotations in the subsequent adjustable annotation task. We kept

repeating this process until all annotated highlight masks meet our

requirements.

3.2 Dataset analysis

To provide a thorough understanding of our dataset, we show a

series of statistical analysis on our proposed dataset.

Highlights number distribution. First, we group connected

highlight pixels and count the number of separated highlights per

image in our dataset. To avoid the effect of noisy labels, we discard

highlight regions whose number of pixels is less than 25, while

undesirably excluding those łtruež separate highlights with ex-

tremely small size. Figure 4(a) shows the resulting statistics. On the

whole, the number of separate connected regions in our dataset is

considerably large.

Highlight area proportion. Next, we identify the proportion

of pixels occupied by highlights in each image. Figure 4(b) presents

the histogram plots of highlight area proportion for our dataset.

We can see that most images in our dataset have relatively small

highlight areas.

Color contrast distribution. Real-world highlights are often

high-intensity and texture-less, which means that the color contrast

in highlight and non-highlight regions is often high. We adopt χ2

distance to measure the contrasts between the color histograms of

the highlight and non-highlight regions in each image. Figure 4(c)

plots the color contrast distribution in our dataset, where a high

value in the horizontal axis means high color contrast. Nevertheless,

this does not mean that it is not challenging to locate highlights in

our dataset, since it is quite possible that there exist the same or

even more amount of bright material surfaces or light sources in

the non-highlight region.

Highlight location distribution. To analyze the spatial distri-

bution of highlights in our dataset, we resize all highlight masks to

512 × 512, and sum them up to obtain a probability map to show

how likely each pixel belongs to specular highlight. Figure 4 plots

the highlight location distribution of our dataset. As can be seen,

the highlights tend to cluster around the lower center of the image,

since objects are usually placed approximately around the human

eyesight.

Scene categories. In our dataset, indoor scenes have a large

proportion, since specular and shiny materials are highly common

in indoor scenes. Specifically, our dataset mostly includes scenes

from the following categories: living room, office, supermarket,

kitchen, dining room, and museum.

Figure 4: Statistics of the proposed specular highlight detec-

tion dataset. We show its distributions including highlight

numbers, area proportion, color contrast, and location.

Material categories. Our dataset contains various specular and

shiny materials on which specular highlights easily appear, such

as metal, plastic (clear), plastic (opaque), rubber/latex, glass, wood,

painted, porcelain, stone, leather, wax, marble, and tile.

4 PROPOSED METHOD

We observe that specular highlights in the real world often have

high intensity and are rather sparse in distribution, which leads

to a violent change of the appearance of objects in the scene. This

observation inspires us to utilize the contrast between the high-

light and non-highlight regions. To accomplish this, we introduce

a context contrasted feature module (CCFM) to extract contrast

features for highlight detection. Based on it, we further design a

multi-scale context contrasted feature module (MCCFM) to har-

vest contrasted features to help locate highlights of various scales.

In addition, we exploit a binary cross-entropy (BCE) loss and an

intersection-over-union edge (IoUE) loss for our network.

4.1 Overview

Figure 5 illustrates the proposed specular highlight detection net-

work (SHDNet). It takes a single image as input and outputs the

highlight map in an end-to-end way. We take FPN [29] as the back-

bone. SHDNet uses a convolution neural network to generate the

five feature maps with varying spatial resolutions. The features

at shallow CNN layers tend to discover the fine details at whole

highlight regions and many non-highlight regions due to lack of

high-level semantic information, while features at deep CNN layers

suppress most of non-highlight regions but somehow lack of high-

light region details due to the relatively larger receptive fields than

shallow layers. We upsample the feature maps with low resolution

at deep layers and sum them with the adjacent feature maps at

shallow layers to construct the feature pyramid. It can make full

use of the complementary information among features with differ-

ent spatial resolutions. Then, we embed an MCCFM (see Figure 6)

to generate context contrasted features for each layer. Next, con-

catenating these contrast features with convolutional features, we

build the context contrasted feature pyramid. Finally, giving the

supervision signals at each layer, we obtain the highlight maps at

each layer, and treat the highlight map with the highest resolution

as the final highlight mask.

4.2 Multi-scale Context Contrasted Feature

Figure 6 demonstrates the architecture of the proposed MCCFM.

Given the input features extracted by the feature extraction net-

work, the purpose of MCCFM is to provide multi-scale context

contrasted features for locating specular highlights.



Figure 5: The schematic illustration of the proposed specular highlight detection network (SHDNet).
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Figure 6: The schematic illustration of the proposed multi-scale context contrasted feature module (MCCFM). The MCCFM

consists of the four chained CCFMs. In each CCFM (gray dashed box), we compute context contrasted features between a local

information and its surrounding contexts. Then we concatenate the resulting context contrasted features as the output.

CCFM. The high intensity and sparseness are the distinctive

characteristics of specular highlight, which make it significantly

stand out from its surrounding non-highlight regions. To capture

this kind of high contrast information, the desired context con-

trasted features should be uniform inside the highlight region and

non-highlight region but at the same time be different between

the both. To this end, we design the CCFM to learn context con-

trasted features between a local information (generated by standard

convolutions) and its surrounding contexts (generated by average

poolings with different kernel sizes), expressed as

C = F −Up(T (AvgPool(F ; s))) , (1)

where F is the input features; C is the resulting context contrasted

features;Up denotes bilinear interpolation to up-sample the array

of contextual features to be of the same size of F ; T denotes a

convolutional network with kernel size 1 to combine the context

features across channels without changing their dimensions; and s

is the kernel size of the average pooling (AvgPool).

MCCFM. To make highlight detection problem tractable, previ-

ous methods [26, 50] typically assume that the specular highlight is

small in size. However, we observe the specular highlight in the real

world actually could take up a large portion of an object (e.g., the

specularity across the entire large objects in the scene, as shown in

Figure 1 and 9), for example due to view direction, and large light

source. Based on CCFM, we further propose a multi-scale context

contrasted feature module (MCCFM) to help capture specularities

of various scales, by chaining four CCFMs. Figure 6 illustrates the

scheme of the proposed MCCFM. Here, we empirically set the ker-

nel size of the average pooling to 2×2, 4×4, 6×6, and 8×8, such that

long-range spatial contrast could be obtained. Then, the resulting

contrasted features by CCFMs are concatenated to produce feature

maps that identify the dividing edges.

4.3 Loss function

Our total loss is defined as L =
∑K
k
wkLk , where Lk is the loss of

k-th side output, K is the total number of outputs, and wk is the

weighting parameter of each loss. As illustrated in Section 4, our

SHDNet is supervised with five side paths, i.e. K = 5. To obtain

high-quality highlight detection, we propose to define Lk as Lk =

LBCE
k
+ LIoUE

k
, where LBCE

k
and LIoUE

k
denote binary cross-entropy

(BCE) loss and intersection-over-union edge (IoUE) loss.

BCE loss. The cross-entropy loss is commonly adopted in salient

object detection and semantic segmentation problems. Similarly,

we adopt this loss for our specularity detection task, written as

LBCE
k
= −

∑

p

(Gp log(Hp ) + (1 −Gp )log(1 − Hp )) , (2)

where p denots a pixel location; Hp is the predict probability of

being specular highlight; Gp ∈ {0, 1} is the ground truth label of

the pixel p.

IoUE loss.We also introduce an IoUE loss, written as

LIoUE
k
=

∑

j

(

1 −
2|Cj ∩ Ĉj |

|Cj | + |Ĉj |

)

, (3)

where j denotes a highlight region; Cj is the gradient magnitude

of predicted highlight map of region j, while Ĉj is the gradient

magnitude of ground truth highlight map of region j, estimated

by a Sobel operator. Here the intersection is estimated using a

pixel-wise multiplication operator.

The IoUE loss is able to help locate highlights, resulting in high-

light masks with clearer contours/edges. The reason is two-fold.

First, the IoUE loss leverages the edge information, which is rela-

tively not sensitive to scale difference of highlight region. Second,

since the training set includes highlight regions with diverse region

sizes, the edges of highlight regions with large shapes and very thin

(or tiny) regions are both incorporated into the network training. By

doing so, our network with the IoUE loss can help locate highlights

at different region sizes, which has been proved by the detection

results of our method. See the ablation study in Section 5.4 for more

details.



(a) Input (b) [41] (c) [32] (d) [50] (e) [26]

(f) [10] (g) [21] (h) [51] (i) Ours (j) Ground truth

(a) Input (b) [41] (c) [32] (d) [50] (e) [26]

(f) [10] (g) [21] (h) [51] (i) Ours (j) Ground truth

Figure 7: Visual comparison of our method against recent state-of-the-art detection methods on the testing set of our dataset.

4.4 Implementation detail

To guarantee that the training set and testing set in our dataset

basically match, we randomly select 3,017 images as the training set,

and other 1293 images as the testing set. We train our model on the

training set of our dataset. We have implemented the SHDNet in

PyTorch on a PC equipped with Intel(R) Xeon(R) CPU E5-2630 v4 @

2.20GHz, and NVIDIA GeForce GTX 1080Ti. The Adam optimizer

[23] is used to train our network. The hyper-parameters are set to:

learning rate = 5e − 5, weight decay = 0.0005, momentum = 0.9,

batch size = 8, and lose weight for each side output w = 1. In

addition, we train the network 100 epochs and divide the learning

rate by 10 after 20 epochs. We do not validate the network using

the dataset during training. It takes about 80 hours for training

the network to converge on our card. During inference, we can

obtain a predicted specular highlight map and its corresponding

highlight edge map. In our method, we use the highlight map with

the highest resolution as the final highlight mask.

5 EXPERIMENTS

5.1 Experimental settings

Dataset and evaluation metrics.We have evaluated the perfor-

mance of all detection methods on our dataset. Note that most

existing datasets contain a very small number of images and only

allow subjective evaluation due to lack of ground truth annotations.

In contrast, the test set of our dataset covers a broad range of im-

ages with annotations, and allows both qualitative and quantitative

evaluations.

Following the commonmetrics in semantic segmentation, saliency

detection, and shadow detection communities, we in this paper

adopt 4 commonly used metrics including MAE, mean F-measure,

max F-measure and S-measure [1, 8, 14] to evaluate the performance

of our method and compared detection methods.

Data augmentation. In order to improve the generalization

ability of our method to handle colored highlights, we perform the



data augmentation on the training set of our dataset. First, we use

the fast Fourier color constancy method proposed by Barron et al.

[3] to recover non-white-balanced images to be white-balanced for

subsequent data augmentation. Then, we generate more training

images by mixing each white-balanced image with varying colored

illumination. We express this process as Icp = Ip ∗ C, where I is an

input image; Ic is an augmented image; p denotes a pixel location; ∗

denotes element-wise multiplication; and C = [R,G,B] is the mixed

illumination color vector (three random values between 0 and 1).

For simplification, we assume that there is only a dominant light

source with a basically constant color in a scene. For each image,

10 augmented images are produced.

Comparedmethods. For comparison, we choose the four state-

of-the-art highlight detection methods including [26, 32, 41, 50].

In addition, we also choose several state-of-the-art learning-based

segmentation and detection methods from the akin fields, including

DSS [19] in the saliency detection community, Deeplab v3+ [10] in

the semantic segmentation community, DSC [21, 22] and DSD [51]

in the shadow detection community.

Fairness setting. Since none of the compared methods were

given the opportunity to train on our dataset, we tried our best to

make the evaluation fair by testing various parameters for each

method. We varied the window size n for [41], the inner dimension

of factorization for [50] and the two weighting parameters α and

β for [26] on our augmented testing set. Note that there is no

any adjustable parameter in [32]. In addition, we re-trained DSS,

Deeplab v3+, DSC, and DSD on our training set, and set the size of

input image as 512 × 512. For these four learning-based methods,

we fine-tuned their large number of parameters to produce better

results as much as possible. To measure a final quantitative result,

we use leave-one-out cross-validation (namely, test each image

using the best parameters for all other images).

5.2 Comparison on our testing set

Quantitative comparison. Table 1 reports the quantitative com-

parison results on our testing set. As can be seen, our method

achieves the best quantitative results on all four metrics including

S-measure, mean F-measure (meanF), max F-measure (maxF), and

MAE. Notice the methods of Meslouhi et al. [32] and Li et al. [26]

achieve unsatisfactory results on our testing set, since they have a

strict premise that the illumination is white-balanced.

Visual comparison. In Figure 7, we provide some visual com-

parison results. The results show that our method can produce

more accurate results than other state-of-the-art highlight detection

methods. We found that, four traditional methods [26, 32, 41, 50]

often mistakenly detect the very bright material areas and non-

specular lighting as the specular highlights, e.g., the white product

labels on the four bottles (1st group of results), and the white text

textures as well as the white dots of the carpet (2nd group of re-

sults). The reason is that these methods are based on the analysis or

statistics of the pixel intensities and fail to semantically distinguish

between highlight pixels and achromatic pixels (i.e., very bright

material surfaces and text textures). In addition, the compared deep

learning-based semantic segmentation method [10], salient object

detection method [19], and shadow detection methods [21, 51] are

likely to have the ability to exclude very bright material colors.

Table 1: Quantitative comparison results on our testing set.

↑ and ↓means larger and smaller are better respectively.

Metrics [41] [32] [50] [26] [19] [10] [21] [51] Ours

S-m. ↑ 0.132 0.125 0.521 0.201 0.491 0.619 0.412 0.480 0.793

meanF ↑ 0.027 0.030 0.410 0.223 0.218 0.451 0.108 0.202 0.676

maxF ↑ 0.031 0.033 0.383 0.301 0.382 0.501 0.114 0.490 0.736

MAE ↓ 0.423 0.478 0.021 0.383 0.053 0.019 0.091 0.049 0.006

Table 2: User study result.

Methods [41] [32] [50] [26] [19] [10] [21] [51] Ours

PoV 1.13% 1.81% 2.41% 2.82% 4.19% 18.2% 1.18% 8.01% 60.25%

Table 3: Ablation study. “basic” denotes our networkwithout

MCCFM module and used loss.

Networks S-m.↑ meanF↑ maxF↑ MAE↓

basic + BCE loss 0.638 0.508 0.612 0.013

basic + hybrid loss 0.680 0.609 0.645 0.012

basic + CCFM + BCE loss 0.691 0.623 0.649 0.012

basic + CCFM + hybrid loss 0.762 0.652 0.703 0.009

basic + MCCFM + BCE loss 0.789 0.661 0.721 0.008

basic + MCCFM + hybrid loss 0.793 0.676 0.736 0.006

However, these methods fail to locate tiny highlight details, and

undesirably treat the diffuse pixels around highlights as highlights

to be detected. This is because the shape and appearance of specular

highlight in our task are highly different from that of object and

shadow in their tasks. In comparison, our method can effectively

locate highlights of different sizes, while effectively excluding the

bright material surfaces.

5.3 User study

We further conduct a user study to compare results. To this end, we

first download extra 500 test images from Flickr by searching with

keywords like study room, restaurant, grocery store, and reception

(Figure 8 presents an example). These real-world images of whole

scenes in the wild are quite challenging with heavy texture, noise,

colored lighting, and achromatic surfaces etc. Then, we use our

method and other compared methods to produce highlight masks

for each test image, and recruit 100 participants from a school

campus to rate each group results, which are presented in a random

order to avoid subjective bias.

For each result, the participants are asked to give a rating using

a Likert scale k from 1 (worst) to 5 (best). After all participants

have finished the investigation, for each method, we compute the

average percentage of votes (PoV) as the final result by PoV =
1
N

∑

i
∑

j Vi , j ×100%, where i denotes ith group of results; j denotes

jth participants; Vi , j denotes the number of votes on ith group of

results by j participant; N is the total voting score. Table 2 reports

the results of the user study. In the user study, our method highly

outperformed than other compared detection methods. The visual

comparison results on a randomly selected image are shown in

Figure 8.



(a) Input (b) [41] (c) [32] (d) [50] (e) [26]

(f) [19] (g) [10] (h) [21] (i) [51] (j) Ours

Figure 8: Visual comparison with state-of-the-art detection methods on a real-world photo in the wild.

Figure 9: Ablation study for our MCCFM. (a) Input. (b) Basic.

(c) Basic + CCFM + hybrid loss. (d) Basic + MCCFM + BCE

loss. (e) Basic + MCCFM + hybrid loss. (f) Ground truth.
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Figure 10: Sensitivity to colored lighting. Zoom in for detail.

5.4 Discussions

Ablation study.We perform experiments to evaluate the perfor-

mance of the proposed MCCFM, and the used BCE loss and IoUE

loss. The quantitative comparison results are shown in Table 3. As

can be seen, our SHDNet with the hybrid loss (i.e., the BCE loss

and IoUE loss) is able to obtain better results than only using BCE

loss. As shown in Figure 9(d)(e), we can see that our SHDNet with

the hybrid loss can produce the highlight masks with clearer con-

tours/edges, compared to without the IoUE loss. Moreover, from the

Table 3, we can also see that our network with MCCFM (4 CCFMs)

can improve the more performance than only with one CCFM. As

shown in Figure 9, our SHDNet with MCCFM can more effectively

learn the contrasted features to accurately locate highlights and

avoid non-highlight details residual in highlight maps than only

with CCFM.

Robustness to colored lighting. Our method is robust to col-

ored lighting mainly due to our data augmentation scheme. The

visual comparison results are shown in Figure 10. It shows that the

traditional methods fail to detect the colored highlights well, since

they highly depend on the premise of white-balanced illumination.

In contrast, our method can effectively overcome the issue.

6 CONCLUSION

This paper presented a large-scale specularity dataset consisting of

annotated 4,310 real-world images for specular highlight detection.

In addition, by analyzing the shape and appearance of specular

highlight, we designed a novel deep convolutional neural network,

called SHDNet, to leverage multi-scale context contrasted features

for specular highlight detection. Our method has achieved superior

performance over existing methods on our collected dataset and

many challenging images in the wild from the Internet. We hope

that our dataset will benefit many multimedia applications, and

enables more researchers to tackle highlight detection task. In the

future, we would like to extend our method for specular highlight

detection in videos, and take ourmethod as a pre-processing step for

specularity removal [17], intrinsic decomposition [16, 18], exposure

correction [44, 48, 49], and so on.
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