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Abstract
In this paper, we propose a novel Multi-View Stereo
(MVS) method which can effectively estimate geometry
in low-textured regions. Conventional MVS algorithms
predict geometry by performing dense correspondence
estimation across multiple views under the constraint of
epipolar geometry. As low-textured regions contain less
feature information for reliable matching, estimating geometry for low-textured regions remains hard work for
previous MVS methods. To address this issue, we propose an MVS method based on texture enhancement. By
enhancing texture information for each input image via
our multiscale bilateral decomposition and reconstruction algorithm, our method can estimate reliable geometry for low-textured regions that are intractable for previous MVS methods. To densify the final output point
cloud, we further propose a novel selective joint bilateral
propagation filter, which can effectively propagate reliable geometry estimation to neighboring unpredicted regions. We validate the effectiveness of our method on the
ETH3D benchmark. Quantitative and qualitative comparisons demonstrate that our method can significantly
improve the quality of reconstruction in low-textured regions.

1 Introduction
In the past few decades, Multi-View Stereo [2, 3, 4,
5, 1, 6] has witnessed remarkable progress in accuracy, completeness and robustness. Given images cali∗
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Figure 1: The pipeline of our depth estimation procedure. (a) and (d) are the original image and
the image enhanced by our method. (b) and (e)
are the corresponding depth maps estimated by
COLMAP [1], which are subsequently merged
as (c). (f) is the densified (c) using our selective joint bilateral propagation filter.

brated through Structure-From-Motion [7, 8, 9, 10], the
problem of dense modeling boils down to a 3D dense
matching problem across multiple images. Most of
MVS methods rely on finding dense correspondences
[3, 5, 4, 1] under the epipolar constraints by patch-based
stereo strategy. As low-textured regions lack enough
texture information for reliable stereo matching, these
methods can hardly perform efficient geometry estimation in low-textured regions, leading to reconstruction
results with low completeness.
To reconstruct the 3D presentation of low-textured regions, Habbecke et al. [11] proposed to approximate
the target surface with automatically sized disks. By
increasing the size of the disk, its projections on multiple images can capture more texture information, alleviating the ambiguity of stereo matching. However,
a larger size of the disk will induce more smoothness
and increase time consumption. Hern et al. [12] utilized the visual hull to reconstruct an initial mesh model,

and then simultaneously recovers illumination and refines the model. The drawback of their method is that
images captured under various illumination conditions
are required. Liao et al. [6] proposed to guide the geometry estimation in textureless regions based on local consistency which encourages neighboring pixels with similar colors to share approximate depth and normal values.
Nevertheless, the computation and convergence of local
consistency is time consuming even if the pyramid architecture is introduced to fasten the procedure. [13, 14]
adopt the idea of shape-from-shading which can refine
the 3D geometry of low-textured regions. These methods require the knowledge of illumination, are generally
limited to Lambertian surfaces. There is also the method
that exploits per-pixel polarization information using polarized images for dense 3D reconstruction [15]. This
method uses polarization cameras or rotating polarizers
to capture polarization images, which increases the complexity of 3D dense reconstruction and suffers from poor
scalability.
In this paper, we propose a novel MVS method which
can effectively estimate geometry in low-textured regions. Based on the observation that reliable geometry
estimation requires adequate feature information in support, we propose to amplify the feature information for
each input image via our multiscale texture enhancement
algorithm, which enables robust geometry estimation in
low-textured regions. We perform multi-view geometry
estimation for both the original image set and enhanced
image set and merge the corresponding depth and normal
maps to get the more complete ones. To densify the final
output point cloud, we further propose a novel selective
joint bilateral propagation filter to propagate reliable geometry information to neighboring regions. The main
contributions of our paper are summarized as follows:
• We are the first one that proposes to improve
geometry estimation in low-textured regions via
texture enhancement for input images. Conventional MVS methods fail in low-textured regions
as insufficient feature information are provided for
stereo matching. We amplify the feature information via the multiscale texture enhancement algorithm, leading to better reconstruction in lowtextured regions.
• We propose a novel selective joint bilateral propagation filter which can efficiently densify the geometric hypotheses by selectively propagating reliable geometric estimation to neighboring regions.
Compared to conventional filtering methods like
Gaussian filter and joint bilateral filter, our selective joint bilateral propagation filter performs better in detail preserving.
• We propose a general mvs pipeline for efficient
geometry estimation in low-textured regions. The
multi-view geometry estimation technique utilized

in the pipeline can be easily alternated with stateof-the-art depth-map-based MVS method.
We have conducted extensive experiments on ETH3D
benchmark [16]. The results demonstrate that our
method can effectively reconstruct the low-textured regions.

2 Related Work
Since our approach is PatchMatch-based, we limit our
discussion henceforth to PatchMatch-based MVS in this
section.
The PatchMatch seminal paper by Barnes et al. [17]
proposed a randomized framework to quickly find dense
approximate nearest neighbor matches between images via random initialization and propagation of good
matches to surrounding areas. Hereafter Barnes et al.
[18] generalized the original PatchMatch in matching
measurements, searching domains and number of nearest neighbors. HaCohen et al. [19] interleaved [18]
with fitting a global non-linear parametric color model
and aggregating consistent matching regions using locally adaptive constraints to address dense matching under different lightning and non-rigid transformations.
Although the works above-mentioned have achieved
robust, dense, and pixel-wise correspondence estimation
between images, their results can not be applied directly
to the matching procedure of MVS. Since their works
build dense correspondence fields only in the perspective
of two dimensions, the mapping relationship is limited to
similarity transformation which leads to the accuracy of
estimated correspondence hardly reaching the requirement for 3D reconstruction. Notable attempt for applying the idea of PatchMatch to stereo matching is [20]
proposed by Bleyer et al., which alternated the fixedsized square window with slanted support window onto
which the support region was projected. Several variants of this algorithm have been proposed like PMBP by
Besse et al. [21] and PM-Huber by Heise et al. [22],
which introduced explicit regularization based on [20]
and achieved smoother depth estimation while preserving edge discontinuities.
Previous works successfully integrate the idea of
PatchMatch into pairwise stereo matching. The first
PatchMatch-based Multi-View Stereo was proposed by
Shen [3]. By applying a simplified method of Bleyer
et al. [20] to a subset of image pairs which are chosen according to shared points computed by Structure
from Motion and mutual parallax angle, their method
estimates a set of depth maps. Subsequently, these
depth maps are refined according to geometric consistency across multiple views and fused into a point cloud.
Galliani et al. [23] modified the propagation scheme of
PatchMatch so that it can be massively parallelized on
GPU. Differently from Shen [3], for each reference image Galliani et al. [23] selected a subset of source images

Figure 2: Overview of the proposed algorithm. For each input image, we perform the following steps as Step 1:
multiscale texture enhancement, Step 2: geometry estimation, Step 3: depth and normal maps merging,
Step 4: selective joint bilateral propagation filtering, and Step 5: point cloud fusion.

according to geometric priors for depth estimation. The
drawback of these two works is that their view selection
is decoupled from geometry estimation and is performed
for the whole reference image but not for each pixel.
Zheng et al. [4] jointly performed depth estimation
and pixel-wise view selection by formulating them into
a Hidden Markov Chain. They applied a generalized
Expectation-Maximization method to alternatively update depth estimation and view selection while keeping
the other fixed. Schönberger et al. [24] modified [4]
by jointly estimating depths and normals which enable
hypotheses for slanted surface and utilizing geometric
priors to view selection for higher accuracy. Although
Zheng et al. [4] and Schönberger et al. [1] have made a
great contribution to MVS, their methods can not handle
well in depth estimation for low-textured regions.

3 Algorithm
In Figure 2, we present an overview of the proposed
method. The input of our method is a set of calibrated
images. We first perform texture enhancement on the
original input images by multiscale bilateral decomposition. Then we perform MVS (such as COLMAP) on
both the enhanced images and the original input images,
and merge the corresponding depth and normal maps.
Subsequently, we develop a novel selective joint bilateral
propagation filter to further densify the merged depth
and normal maps. Finally, we construct the final dense
3D models by adaptively fusing the depth and normal
maps. In the following subsections, we will illustrate
each step in detail.

3.1 Multiscale bilateral
decomposition
The first stage of our algorithm is to compute a multiscale edge-preserving decomposition for each input image based on bilateral filter [25]. We make a simple mod-

ification on Fattal’s multiscale decomposition technique
[26] to construct a new texture enhancement method,
which computes a multiscale decomposition based on
the bilateral filter and then reconstructed an enhanced
image that combined detail information at each scale.
For each input image I, the goal of our multiscale bilateral decomposition is to first build a series of filtered
images {I j | j = 0...m} that preserve the strongest
edges in I while smoothing small changes in intensity.
At the finest scale j = 0, we set I 0 = I, and then iteratively apply the bilateral filter to compute subsequent
filtered image:
Ipj+1 =
1 X j
Iq f (||p − q||)g(||Ipj − Iqj ||).
kp

(1)

q∈Ω

p is the target pixel. kp is the normalization term. Ω
is the spatial neighborhood of p. The spatial filter kernel f and the range filter kernel g are typically Gaussian
functions. The data-dependent weight g is inversely proportional to the size of intensity contrast between two
pixels p and q. The out put Ipj+1 is a weighted average
of Iqj in the spatial neighborhood Ω.
Here we use a multiscale spatial filter kernel for the
bilateral filter. We increase the spatial smoothing at
each scale j by magnifying the spatial filter Gaussian
σs . Although the bilateral filter has been proven to be
very powerful, it is computationally expensive, especially when the spatial filter Gaussian σs gets bigger.
Fortunately, there are many methods to speed up bilateral filtering. Paris [27] interpreted the bilateral filter as
a higher-dimensional convolution followed by two nonlinearities. The key idea of their method is to express
the filter in a higher-dimensional space where the signal intensity is added to the original domain dimensions,
downsampling in space and intensity, and convolving
with a 3D Gaussian kernel of small fixed size. In our
multiscale bilateral decomposition, we use the fast bilateral filter of Paris with the growing spatial filter Gaussian
σs = 2j at scale j, and set the same range filter Gaussian
σr = 0.1 for the intensity range within [0,1].

After acquiring the filtered images {I j | j = 0...m},
we compute a set of difference images as:
{Dj | Dj = I j − I j−1 , j = 1...m}

(2)

The filtered images {I j } retain the strongest edges in the
image and the difference images {Dj } contain the small
changes in intensity. Figure 3 demonstrates the filtered
and difference images for the relief dataset in the ETH3D
benchmark. It can be observed that the edges of the relief
are kept in the filtered images and the difference images
retain the detail information.

(a) I0

(b) I1

(c) I2

(d) I3

(e) D1

(f) D2

(g) D3

Figure 3: The filtered images {I j } and difference images {Dj } with m = 3.

3.2 Multiscale texture
enhancement
As the kernel size increases, the texture information
in Dj gets smoother but is propagated farther away to
neighboring regions. The texture propagated to lowtextured regions can contribute to stereo matching for
low-textured regions, leading to better depth and normal
estimation there. The main contents and prominent edge
information preserved in I j ensure the stability of geometry estimation for the textured regions. By combining
the filtered images {I j } and difference images {Dj }, we
construct the texture-enhanced image Iˆ which can improve the reconstruction in low-textured regions while
keeping the overall reconstruction quality. The construction of Iˆ is formulated as
Iˆ =

m
X
j=1

αj I j + λ

m
X

β j Dj ,

(3)

j=1

αj is the weight of filtered image I j at scale j, β j is
the weight of difference image Dj at scale j, and λ is
a trade-off term between filtered images and difference

images. When the scale j becomes larger, the filtered
image I j gets smoother and contains less structure information. Therefore, we adopt smaller αj for larger j
to preserve stronger structure information. Similarly, we
adopt smaller β j for larger j to retain a more detailed
texture.

3.3 Selective joint bilateral
propagation filter
After acquiring the enhanced images, we use COLMAP
to estimate the depth maps and normal maps for both
the enhanced and original images. We merge these two
kinds of depth and normal maps via averaging to form
the more complete ones. Figure 5 shows the original and
enhanced images along with their corresponding depth
and normal maps.
To further propagate well-optimized depth and normal
hypotheses to neighboring low-textured regions where
the geometry estimation fails, we propose the selective
joint bilateral propagation filter. Conventional joint bilateral filtering methods [28, 29] assign the value for
the pixel in the filtered image using adaptive averaging,
where the weight is calculated according to the distance
and photometric discrepancy between the current pixel
and neighboring contribution pixels. Directly applying
[28, 29] on depth and normal maps will result in oversmoothed edges, because both the methods are invented
for color images and do not consider the geometric relationship and discontinuity in depth and normal maps.
In contrast, our method takes into consideration the geometric information via the local tangent planes in 3D
space calculated from depth and normal maps. Compared to conventional joint bilateral filtering methods
[28, 29], our method can output more accurate depth
maps with sharper edges.
Given an original input color image I, the depth map
d and the normal map n, our new filter is defined as:
dp =
X
1
P ro(dq → dp )f (||p − q||)g(||Ip − Iq ||),
kp

(4)

q∈Ω

np =

1 X
nq f (||p − q||)g(||Ip − Iq ||),
kp
q∈Ω
dq Rayq nTq
P ro(dq → dp ) =
,
Rayp nTq

(5)
(6)

where dp and np are the estimated depth and normal values at pixel p. P ro(dq → dp ) represents the depth value
propagated from pixel q to pixel p. The propagated depth
value is the depth of the point where the viewing ray
passing through pixel p intersects the plane defined by
the depth and normal of pixel q. As shown in Figure 4,
c is the camera center in 3D space. The dark grey plane
represents the image plane. q is the pixel neighboring
p and with well-optimized depth value dq and normal

vector nq . Rayq and Rayp are the viewing rays passing
through q and p respectively. q 0 is the point at depth dq of
viewing ray Rayq . The local 3D tangent plane at pixel q
is defined with q 0 and nq . p0 is the 3D point where Rayp
intersects the tangent plane. The filtering is only applied
to the pixels where depth and normal estimation fails.
Different from the conventional joint bilateral filter,
we perform selective weighted average interpolation using the most appropriate neighboring pixels. We first sort
all neighboring q in descending order according to bilateral weight f ∗ g, then select N pixels with the largest
weights to be considered as the candidate pixels for the
interpolation at p. In addition, for the depth maps, we do
not use the depth value at pixel q to perform weighted
average interpolation, but use the depth value propagated
from q to p on a 3D tangent plane defined by the depth
value and normal vector of pixel q. Because the significance of the normal vectors is relatively weaker than the
depth values in the final fusion step, we just perform a
simple weighted average interpolation for pixel p using
the normal vector of pixel q.
Figure 6 shows the depth maps produced by our selective joint bilateral propagation filter on various datasets.
It can be observed that our selective joint bilateral propagation filter effectively propagates well-optimized depth
values to neighboring regions while retaining structure
details.

Figure 4: Depth propagation on the local 3D tangent
plane defined by a 3D point q 0 and its normal
nTq in camera coordinate.

3.4 Point Cloud Reconstruction
We use the fusion method provided by COLMAP to fuse
the filtered depth and normal maps into a point cloud.
For further information, please refer to [1].

4 Experiments and
discussions
To validate the effectiveness of our proposed method,
we have conducted various experiments on the highresolution multi-view stereo datasets of ETH3D bench-

mark [16], which includes a variety of indoor and outdoor scenes. Our algorithm is implemented in with C++.
All experiments are conducted on a single PC machine
with an Intel(R) Xeon(R) Silver 4114 CPU, 10GB RAM,
and two Nvidia GTX 1080Ti GPUs. We experimentally
set the iteration number as m = 4, the weights for constructing texture-enhanced image as α1 = 1/3, α2 =
1/4, α3 = 1/5, α4 = 1/6, β 1 = 3.0, β 2 = 2.5, β 3 =
2.0, β 4 = 1.5, the window size for selective joint bilateral propagation filtering as 7 × 7, and the number of
selected pixels as N = 16 for all the experiments.
Qualitative Evaluation: Figure 5 demonstrates the
qualitative comparisons between depth maps generated with original images and enhanced images via
COLMAP. It can be observed that the enhanced images significantly improve the completeness of the output depth maps against the original input images. The
improvement is contributed to our multiscale texture enhancement method which can propagate texture information to neighboring low-textured regions.
Figure 6 demonstrates the qualitative comparisons between depth maps processed with and without selective joint bilateral propagation filtering. It can be observed that our selective joint bilateral propagation filtering can effectively propagate well-optimized depth values to neighboring regions, contributing to depth maps
with better completeness.
Figure 7 demonstrates the qualitative point cloud
comparisons between the baseline COLMAP and our
method. It can be observed that our method can generate
point clouds with better completeness while keeping the
structure details.
Figure 8 demonstrates qualitative the comparisons between the depth maps filtered by Gaussian filter (GF),
joint bilateral filter (JBF), and our selective joint bilateral propagation filter on the kicker dataset. It can be
observed that the object boundaries are over-smoothed
by GF and JBF, but well preserved by our selective joint
bilateral propagation filter. GF and JBF calculate the
depth values of the object boundaries by weighted averaging all depth values in the filter window. Although
JBF assigns smaller weights to pixels that do not belong
to the object, the corresponding depth values still disturb
the calculation for depth values of the object boundaries.
In contrast, our selective joint bilateral propagation filter adaptively selects N depth values with the largest
weights, which can effectively alleviate the perturbation
of the outliers. Besides, the propagated depth values utilized in our selective joint bilateral propagation filter are
more reasonable than the neighboring depth values.
Quantitative Evaluation: For quantitative evaluation,
we compare the accuracy, completeness, and F1 score
[16] of the point clouds reconstructed from the original input images, the texture enhanced images, and our
selective joint bilateral propagation filter method. The
completeness is computed as the percentage of points
from GT which are within a certain distance τ from the

(a) pipes original

(b) pipes enhanced

(c) terrace original

(d) terrace enhanced

(e) terrains original

(f) terrains enhanced

Figure 5: Qualitative comparisons between depth maps generated with original images and enhanced images. The
first row demonstrates input images. The second row shows the corresponding depth maps. (a), (c), (e)
are the results of the original input images and (b), (d), (f) are the results of the texture enhanced images.

Figure 6: Qualitative comparisons between depth maps processed with and without selective joint bilateral propagation filtering. The first row shows the original input images. The second row shows the depth maps
merged with original input images and the texture enhanced images. The last row shows the depth maps
using our selective joint bilateral propagation filter.

model. The accuracy is computed as the percentage of
points from the model which are within a distance τ
from the GT. The F1 score is the harmonic average of
completeness and accuracy. The experiments are conducted on the high-resolution dataset provided by the
ETH3D benchmark. For a detailed description of the
ETH3D benchmark, it is suggested to refer to [30]. For
a fair comparison, we adopt the default parameters of
COLMAP while performing multi-view depth and normal estimation for both the original and enhanced images.
Table 1 shows the quantitative comparisons between
the point clouds produced by the original input images
(SRC), the multiscale texture enhanced images (MTE),
the merged depth and normal maps(MG), and the depth
and normal maps produced by our selective joint bilateral propagation filter (SJBPF) on the merged depth and
normal maps. It can be observed that our multiscale texture enhancement yields significant gains on F1 score.
Merging the depth maps estimated from the original and
enhanced images can slightly improve the completeness
and F1 score, but may slightly reduce the accuracy. After processing the merged depth maps with our selective joint bilateral propagation filter, the reconstruction

results rank the first for all scenes in the perspective of
completeness and F1 score.
Table 3 demonstrates the quantitative comparisons between the point clouds fused from depth maps filtered by
Gaussian filter (GF), joint bilateral filter (JBF), and our
selective joint bilateral propagation filter on the kicker
dataset. It can be observed that our selective joint bilateral propagation filter ranks the first in accuracy, completeness, and F1 score.
Table 2 demonstrates the quantitative time consumption comparisons between COLMAP [1], PLC [6], SGMVS [11] and ours. It can be observed that the time consumption of our method ranks the second, only slightly
falling behind COLMAP. As multi-view geometry estimation for the original and enhanced image sets is independent and conducted in parallel, the extra time consumed in addition to COLMAP mainly lies in texture
enhancement and joint bilateral propagation filtering,
which are simple and time-efficiency. PLC regularizes
the local consistency for reconstruction of low-textured
regions. The computation and convergence of local consistency are time-consuming. SG-MVS utilizes larger
sizes for the disks approximating low-textured regions,
leading to a longer time for optimization.

(a) Original image

(c) GF

(b) Input depth map

(d) JBF

(e) Ours

Figure 8: Qualitative comparisons between the depth
maps filtered by Gaussian filter (GF), joint bilateral filter (JBF), and our selective joint bilateral propagation filter on the kicker dataset.

5 Conclusion

Figure 7: Qualitative point cloud comparisons between
the baseline COLMAP and our method. The
top row presents the original input images
from the pipes dataset, the second row is the
result of COLMAP, and the third row is our result. The bottom three rows is another example
on terrains dataset.

Limitations: Our method can not handle the large-area
low-textured regions. The multiscale texture enhancement method amplifies the feature information of the
low-textured regions by propagating texture information.
With the limited scale of the filter size, it is hard to propagate texture information to low-textured regions that
are far away from textured regions. Although we further utilize the selective joint bilateral propagation filter
to propagate well-optimized depth values to neighboring
regions, our method still can not reconstruct the largearea low-textured regions. As shown in Figure 7, we
method fails in reconstructing the low-textured door in
the pipe dataset.

In this paper, we propose a novel MVS method which
can effectively reconstruct low-textured regions that are
intractable for conventional methods. The key insight
is to amplify the feature information in low-textured regions for better stereo matching. We propose to utilize the multiscale texture enhancement method to propagate texture information to low-textured regions, which
can effectively amplify the feature information of lowtextured regions, leading to better reconstructions. To
further densify the reconstructions, we propose the selective joint bilateral propagation filter to propagate
well-optimized depth values to neighboring regions. The
proposed MVS pipeline is simple and general. The
multi-view geometry estimation technique utilized in
the pipeline can be easily alternated with state-of-theart depth-map-based MVS method. Experiments on the
ETH3D benchmark demonstrate that our method can
effectively reconstruct the low-textured regions while
keeping the detailed structure.
In the future, we are going to combine techniques
as detail-preserved surface reconstruction [31], texture
mapping [32, 33], illumination decomposition [34], bidirectional reflectance distribution function reconstruction
[35], and MVS for specular highlights [36] to reconstruct
more realistic 3D models.
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τ (m)
pipes
SRC
MTE
MG
MG+SJBPF
terrains
SRC
MTE
MG
MG+SJBPF
kicker
SRC
MTE
MG
MG+SJBPF
delivery area
SRC
MTE
MG
MG+SJBPF

0.01

0.02

Completeness
0.05
0.1

0.2

0.5

0.01

0.02

Accuracy
0.05
0.1

0.155
0.193
0.201
0.231

0.238
0.284
0.295
0.346

0.368
0.420
0.435
0.499

0.428
0.530
0.529
0.550

0.568
0.692
0.690
0.713

0.306
0.265
0.307
0.354
0.330
0.338
0.347
0.353

0.2

0.5

0.01

0.02

F1 score
0.05
0.1

0.463
0.528
0.539
0.593

0.559
0.630
0.636
0.671

0.697
0.734
0.738
0.747

0.944
0.951
0.948
0.938

0.969
0.978
0.975
0.969

0.981
0.988
0.985
0.982

0.986
0.991
0.989
0.988

0.992
0.994
0.994
0.993

0.999
0.999
0.999
0.999

0.267
0.320
0.331
0.371

0.382
0.440
0.453
0.510

0.535
0.589
0.603
0.662

0.731
0.860
0.856
0.874

0.819
0.938
0.935
0.945

0.896
0.981
0.980
0.982

0.982
0.999
0.999
0.999

0.901
0.899
0.902
0.899

0.942
0.945
0.946
0.943

0.968
0.973
0.973
0.971

0.980
0.985
0.984
0.983

0.988
0.991
0.991
0.990

0.993
0.996
0.995
0.995

0.581
0.667
0.667
0.682

0.709
0.799
0.798
0.812

0.411
0.357
0.411
0.470

0.564
0.502
0.566
0.638

0.707
0.639
0.711
0.783

0.865
0.799
0.869
0.915

0.980
0.961
0.983
0.990

0.864
0.865
0.866
0.867

0.932
0.935
0.934
0.932

0.963
0.969
0.967
0.965

0.974
0.979
0.977
0.976

0.985
0.987
0.986
0.986

0.994
0.994
0.994
0.994

0.452
0.406
0.453
0.503

0.565
0.579
0.591
0.601

0.752
0.767
0.781
0.797

0.849
0.864
0.878
0.893

0.917
0.926
0.939
0.950

0.979
0.975
0.981
0.982

0.812
0.810
0.813
0.812

0.923
0.922
0.923
0.922

0.972
0.974
0.974
0.973

0.984
0.985
0.985
0.985

0.988
0.990
0.989
0.989

0.992
0.993
0.992
0.992

0.469
0.477
0.486
0.492

0.2

0.5

0.630
0.689
0.698
0.741

0.715
0.771
0.776
0.801

0.821
0.847
0.849
0.855

0.833
0.913
0.911
0.920

0.892
0.961
0.959
0.963

0.940
0.986
0.985
0.986

0.987
0.998
0.997
0.997

0.570
0.517
0.571
0.625

0.711
0.661
0.714
0.768

0.819
0.773
0.823
0.869

0.921
0.883
0.924
0.949

0.987
0.977
0.989
0.992

0.701
0.712
0.720
0.728

0.848
0.858
0.867
0.876

0.912
0.921
0.929
0.937

0.952
0.957
0.964
0.969

0.985
0.984
0.987
0.987

Table 1: Quantitative comparisons on completeness, accuracy and F1 score between 3D dense models produced by
the original input images (SRC), the multiscale texture enhanced images (MTE), the merged depth and
normal maps (MG), and the depth and normal maps produced by our selective joint bilateral propagation
filter (SJBPF) on the merged depth and normal maps.

Dataset
COLMAP
PLC
SG-MVS
Ours

courtyard
3138
4093
3967
3268

delivery area
3522
4596
4672
3864

electro
3826
5174
4850
4011

facade
3219
4267
4097
3379

kicker
2702
3570
3762
2960

meadow
1138
1495
1507
1264

office
2260
2940
2678
2307

pipes
1212
1594
1346
1311

playground
2968
3947
3860
3062

relief
2936
3817
3406
4121

Table 2: Quantitative time (s) consumption comparisons between COLMAP [1], PLC [6], SG-MVS [11] and our
method.

τ (m)
MG
GF
JBF
Ours

Completeness
0.01
0.02
0.05
0.3068 0.4108 0.5656
0.3305 0.4571 0.6375
0.3313 0.4578 0.6358
0.3538 0.4705 0.6380

0.01
0.8663
0.8379
0.8401
0.8671

Accuracy
0.02
0.9342
0.9125
0.9147
0.9318

0.05
0.9666
0.9564
0.9580
0.9650

0.01
0.4532
0.4740
0.4753
0.5025

F1 score
0.02
0.5707
0.6091
0.6102
0.6253

0.05
0.7136
0.7651
0.7643
0.7681

Table 3: Quantitative comparisons on completeness, accuracy and F1 score of 3D dense models produced by the
merged depth and normal maps (MG), and the depth and normal maps produced by Gaussian filter (GF),
joint bilateral filter (JBF) and our selective joint bilateral propagation filter (SJBPF) on the merged depth
and normal maps about kicker dataset.

